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Abstract—Trainable EAs have recently emerged as a promising
paradigm for improving the adaptability of optimization algo-
rithms. However, their effectiveness largely depends on how con-
figurable algorithm components are parameterized. This paper
studies algorithm configuration for trainable EAs and proposes
an RL-based configuration framework for NeuroEA, a neural-
network-like modular evolutionary algorithm. A Soft Actor-
Critic (SAC) agent is employed to generate NeuroEA parameter
configurations, while NeuroEA itself performs the optimization
process. Both static and dynamic configuration paradigms are
investigated under a unified framework. The former determines
algorithm parameters before optimization starts, whereas the
latter continuously updates parameters according to runtime
search states. Experimental results on BBOB and SOP bench-
mark problems show that the proposed framework can effectively
improve NeuroEA performance and achieve competitive results
compared with representative optimization and configuration
baselines. The study further provides insights into the advantages
and limitations of static and dynamic configuration for trainable
EAs.

Index Terms—Evolutionary algorithms, reinforcement learn-
ing, algorithm configuration, NeuroEA, black-box optimization.

I. INTRODUCTION

Complex optimization problems arise widely in science,
engineering, and industrial applications, including industrial
process decision-making with human—machine interaction [8].
In many black-box scenarios, objective functions are non-
differentiable, multimodal, noisy, or computationally expen-
sive [1], [2]. Evolutionary algorithms (EAs) are well suited
to such problems because they rely only on function evalua-
tions and require no gradient information [3]. However, their
performance depends heavily on the design and configuration
of search operators and their associated parameters [6], [7].
Effective algorithm configuration therefore remains a funda-
mental challenge in evolutionary computation.

Recent studies have explored trainable and configurable
EAs to improve the flexibility and adaptability of evolutionary
search [9], [33], [34]. NeuroEA is a representative frame-
work that organizes evolutionary optimization as a neural-
network-like computational graph composed of parameterized
Tournament, Exchange, Crossover, Mutation, and Selection

blocks [9]. Although this modular architecture enables diverse
search behaviors within a unified structure, it also introduces
a high-dimensional, continuous, and strongly coupled configu-
ration space, making manual configuration difficult and costly.

Existing automated configuration approaches can reduce
manual effort, but they generally identify a fixed configuration
by repeatedly evaluating candidate settings [14]-[17]. Such
evaluation-intensive procedures can be expensive for highly
parameterized modular algorithms and cannot adapt their con-
figurations to runtime search states [23]-[25]. Reinforcement
learning (RL) provides an alternative by formulating config-
uration as sequential decision making and learning reusable
policies from optimization experience [11], [26], [27]. It
can support both pre-run configuration and online parameter
control. Accordingly, we adopt soft actor-critic (SAC), an off-
policy maximum-entropy RL algorithm suitable for continuous
control [19].

Based on these observations, we propose a unified SAC-
based framework for configuring NeuroEA and investigate
static and dynamic configuration paradigms within the same
formulation. The main contributions are summarized as fol-
lows:

o We formulate NeuroEA configuration as an RL problem
for trainable modular EAs, in which a configuration
policy controls the algorithm parameters while NeuroEA
performs the underlying optimization.

o« We develop a unified SAC-based framework for con-
tinuous parameter generation and study both static and
dynamic configuration paradigms, enabling fixed and
runtime-adaptive NeuroEA configurations.

« We conduct extensive experiments on representative
BBOB and SOP benchmark problems and compare
the proposed methods with optimization and algorithm-
configuration baselines.

II. BACKGROUND AND RELATED WORK

A. Evolutionary and Trainable Evolutionary Algorithms

EAs are widely used for solving complex black-box opti-
mization problems due to their population-based search mech-
anism and derivative-free nature [1]-[3]. Unlike gradient-based
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Fig. 1. Overview of the proposed RL-based NeuroEA configuration framework. Static configuration sequentially generates a fixed parameter vector before
optimization, whereas dynamic configuration updates NeuroEA parameters online according to generation-level search states.

methods, EAs only require objective function evaluations and
can maintain a diverse set of candidate solutions during the
search process, making them suitable for multimodal, noisy,
and expensive optimization tasks. Representative approaches
include Genetic Algorithms (GA) [4], Particle Swarm Opti-
mization (PSO) [5], [29], and Covariance Matrix Adaptation
Evolution Strategy (CMA-ES) [36]. These methods are effec-
tive in many scenarios, but their performance often depends
on carefully designed search operators and parameter settings.

Recent research has gradually shifted from manually design-
ing optimization algorithms toward trainable EAs, where al-
gorithm components or search behaviors can be automatically
optimized. Representative examples include hyper-heuristic
frameworks [38], meta-black-box optimization methods [30],
[31], [34], and modular evolutionary architectures [9], [11].
Among them, NeuroEA [9] models evolutionary optimiza-
tion as a computational graph composed of parameterized
functional blocks, allowing diverse search behaviors to be
generated through configurable module interactions. Different
from trainable EA frameworks that mainly focus on construct-
ing flexible algorithm representations, ConfigX [11] further
investigates universal algorithm configuration by learning a
multitask reinforcement learning agent capable of configuring
diverse EA structures across different optimization tasks.

Although trainable and modular EAs provide greater flex-
ibility than conventional EAs, they also introduce high-
dimensional and strongly coupled configuration spaces. The

optimization performance of these algorithms heavily depends
on parameter settings and module interactions, making effec-
tive algorithm configuration a critical challenge [6], [7].

B. Automated Algorithm Configuration with Reinforcement
Learning

Automated algorithm configuration aims to determine suit-
able parameter settings without extensive human intervention.
Existing approaches include racing methods, model-based
optimization, Bayesian optimization, and evolutionary con-
figuration techniques. Representative automatic configuration
methods include ParamILS [14], SMAC [15], and irace [16].
Bayesian optimization has also been widely used for hyper-
parameter and algorithm configuration problems [17], [18]. In
addition to static configuration, dynamic algorithm configura-
tion further studies how to adjust algorithm parameters during
the solving process [23]-[25].

RL has recently emerged as a promising technique for
algorithm configuration and parameter control. Existing stud-
ies have applied RL to adaptive operator selection [21],
parameter control in Differential Evolution (DE) [32], online
parameter adaptation in PSO [26], [27], and modular configu-
ration of EAs [11]. More broadly, RL-assisted evolutionary
computation has attracted increasing attention as a way to
learn optimization strategies from experience [20], [28], [35].
Among these works, ConfigX [11] represents an important
step toward universal EA configuration by learning a multitask
RL policy over diverse algorithm structures. However, its pri-



mary focus is cross-algorithm generalization, where different
EA structures are generated and configured. In contrast, this
work investigates how RL can configure a fixed trainable
EA architecture with a high-dimensional continuous parameter
space and further explores static and dynamic configuration
paradigms.

Despite progress, existing methods still face limitations.
Manual tuning strongly depends on expert knowledge and
lacks reproducibility. Racing and model-based approaches may
scale poorly with the number of parameters, while Bayesian
optimization can struggle with high-dimensional and strongly
interacting parameter spaces. Evolutionary configuration meth-
ods typically require many complete optimization runs, which
is costly for highly parameterized modular algorithms such as
NeuroEA [9]. RL-based methods, although capable of learning
adaptive control, mostly focus on discrete operator selection
or a small number of parameters within fixed optimization
frameworks. Moreover, prior studies generally investigate of-
fline parameter tuning or online adaptation separately, and
the relationship between static and dynamic configuration
paradigms remains underexplored. These limitations motivate
the development of RL-based configuration policies for train-
able modular EAs that can handle both static and dynamic
configurations within a unified framework.

III. METHOD
A. Overview

This work aims to learn RL-based configuration policies
that automatically generate NeuroEA parameters for black-
box optimization problems. As shown in Fig. 1, we study two
paradigms: static configuration and dynamic configuration.

In static configuration, the agent observes problem-level
information before the NeuroEA run and sequentially gener-
ates all configurable parameters, which remain fixed through-
out the whole evolutionary process. In dynamic configura-
tion, the agent interacts with NeuroEA during evolution; at
each generation, runtime statistics, population-level features,
and the previous configuration describe the current search
state, and the agent outputs a new parameter vector for the
next evolutionary step to enable online adaptation.

B. NeuroEA as a Trainable Evolutionary Algorithm

NeuroEA represents an evolutionary algorithm as a directed
graph of functional blocks [9]. Each node denotes a solution-
processing block, and each directed edge denotes the flow of
candidate solutions between blocks. Edge weights determine
the proportion of solutions passed along different connections,
allowing NeuroEA to express non-sequential evolutionary ar-
chitectures rather than a fixed operator chain.

In this work, the architecture contains Population, Tourna-
ment, Exchange, Crossover, Mutation, and Selection blocks.
The graph topology and edge connections are fixed, and only
block parameters are configured. The configuration vector is
denoted as ¢ = [61,...,04,], where d. = 30 includes 3
Tournament parameters, 12 Exchange parameters, 9 Crossover

parameters, and 6 Mutation parameters. The resulting high-
dimensional and strongly coupled parameter space motivates
automatic configuration through reinforcement learning.

C. Static NeuroEA Configuration

Static NeuroEA configuration aims to determine a fixed
parameter vector before the evolutionary search starts. Given a
black-box optimization problem f, NeuroEA is regarded as a
configurable optimizer A whose search behavior is controlled
by a parameter vector ¢ € C C R%. Once generated, ¢ remains
unchanged throughout the entire optimization process. The
static configuration problem is formulated as

¢* = argmin F(c | /) (1)

where c¢* denotes the optimal static configuration, and F(c |
f) denotes the optimization performance obtained by Neu-
roEA with configuration ¢ on problem f.

We solve this problem using RL by formulating static
configuration as a sequential parameter-generation process.
Instead of outputting the whole high-dimensional configura-
tion vector at once, the RL configurator generates NeuroEA
parameters one by one before the optimization run starts.
We denote its stochastic SAC actor by 74, which maps each
state to an action distribution. The state, action, and reward
definitions for each parameter-generation step are detailed
below, followed by the policy-training procedure.

State. At the i-th parameter-generation step, the state s; is
defined as

s; = [eo, hy], )

where ey € R? denotes the problem-level feature vector
extracted before optimization, and h; € {0,1}9 is a one-
hot vector indicating the index of the parameter currently
being generated. Following ELA and the compact feature
design in DesignX, we use nine ELA features to describe
landscape properties such as multimodality, separability, and
global structure [12], [13], i.e., d. = 9.

Action. For the current parameter, the SAC actor outputs a
scalar normalized action a;:

a; ~mg(-|si), a;€el-1,1], 3)

where 74(- | s;) denotes the action distribution conditioned on
state s;. The normalized action is mapped to the actual range
of the ¢-th NeuroEA parameter by

a; +1
2

where [; and u; are the lower and upper bounds of the i-th
parameter, respectively. After all d, parameters are generated,
the complete static configuration is obtained as

s Cd, - &)

ci =l + (ui — i), 4

c=[er,co,. ..

Reward. Since the static configuration is evaluated only
after a complete NeuroEA run, each parameter-generation
transition shares the same episode-level reward, i.e., r; = R for



i=1,...,d.. We define this reward R as the log improvement
between the initial and final optimization gaps:

R =log(go) — log(gr), (6)

where go and gr denote the best-so-far optimization gaps
at the initial and final generations, respectively. For any
generation ¢, the gap is computed as

gt:|fl§est_f*|+67 (7)

where f{ ., is the best objective value found up to generation
t, f* is the known optimum or reference optimum, and € is a
small positive constant for numerical stability.

Policy training. The configuration policy is trained using
a continuous-action reinforcement learning algorithm. In this
work, SAC [19] is adopted as the default policy learner
because it is suitable for continuous control and encourages
exploration through entropy regularization. The SAC agent
consists of a stochastic actor 74 and twin Q-value critics. SAC
optimizes the following maximum-entropy objective:

Jsac(mg) = Exy | 34" (re+ oM(my(- | s))| . ()

where v is the discount factor, « is the entropy temperature,
and H(my(- | s¢)) denotes the policy entropy. In static
configuration, each episode produces a sequence of parameter-
generation transitions (s;, a;, 7, S;11), Which are stored in a
replay buffer for off-policy updates. Although SAC is used
as the default policy learner, the proposed formulation is not
restricted to SAC and can incorporate other continuous-action
RL algorithms, such as TD3, as evaluated in the ablation study.

D. Dynamic NeuroEA Configuration

Unlike static configuration, dynamic NeuroEA configura-
tion updates the NeuroEA parameters during the evolutionary
process. Instead of using a fixed configuration for all genera-
tions, the RL configurator learns a state-dependent policy that
generates configurations according to the current search status.
The objective is to learn an adaptive configuration policy:

7 = argmin F(r | f), ©)

where 7* denotes the optimal dynamic configuration policy in
the policy space IT, and F (7 | f) denotes the optimization per-
formance obtained when NeuroEA is dynamically configured
by policy 7 on problem f. In practice, 7* is approximated by
the SAC actor 7.

Dynamic configuration is formulated as an online RL
problem, where one RL step corresponds to one NeuroEA
generation. At each generation, the RL configurator observes
the current optimization state and outputs a NeuroEA config-
uration for the next evolutionary step, under which NeuroEA
performs one generation of search. The generation-level state,
action, and reward definitions are detailed below, followed by
the policy-training procedure.

State. At generation ¢, the state s; is defined as

5¢ = [my,c1, €], (10)

where m; denotes runtime search statistics, c;_; is the
configuration used in the previous generation, and e; is the
landscape feature vector extracted from the current population
P,. The same nine ELA features used in static configuration
are adopted here. In static configuration, these features are
extracted once before optimization from the initial population,
whereas in dynamic configuration they are updated during
evolution according to the current population.
Specifically, the runtime statistics are defined as

(1)

where 7, = t/T is the normalized generation index, p; =
FE;/FEp,.x is the consumed function-evaluation ratio, b; is
the best-so-far objective value, f; and a{ are the mean and
standard deviation of population fitness values, D; measures
population diversity, and A; denotes the recent improvement
of the best-so-far value. These features jointly describe the
current convergence status, search budget consumption, and
population diversity.

Action. Different from static configuration, where param-
eters are generated sequentially before the run starts, the
action in dynamic configuration is a complete normalized
configuration vector. At generation ¢, the SAC actor 7 outputs

a; € [—1,1]%, (12)

m; = [Tta Pt bt7 fta 0-1{5 Dt7 At]a

a; ~ (- | 51),

where a; is the action vector and each dimension corresponds
to one configurable NeuroEA parameter. Each element of a,
is mapped to its actual feasible range using the same affine
transformation as Eq. (4). The resulting NeuroEA configura-
tion is denoted as c; = ., Ct,d,) and is used for
one generation:

[ct,h Ct,2, - -

Pt+1 = Astep(Pt | Ctaf)7

where Agep(-) denotes one generation of NeuroEA, and
P, and P,y; denote the populations before and after this
generation, respectively.

Reward. Different from static configuration, dynamic con-
figuration assigns rewards at the generation level. Using the
optimization gap defined in Eq. (7), the reward r, at generation
t is computed as

(13)

r¢ = log(g:) —log(ge41)- (14)

Policy training. The dynamic policy uses the same SAC ob-
jective and network architecture as the static policy, except for
the batch size. Generation-level transitions (sg, at, ¢, S¢4+1),
where a; is a complete configuration vector, are stored in
the replay buffer for off-policy updates. TD3-based dynamic
configuration is evaluated in the ablation study.

IV. EXPERIMENTS

The experiments address the following research questions:

« RQ1: Can RL-based NeuroEA configuration outperform repre-
sentative optimization and configuration methods?

o RQ2: What are the relative advantages of static and dynamic
configuration?

+ RQ3: How do SAC learning and complete configuration pro-
cesses affect performance?



TABLE I
RESULTS ON BBOB PROBLEMS (D = 10), REPORTED AS MEAN (STANDARD DEVIATION); LOWER IS BETTER. THE SYMBOLS “+”, “-”, AND “~” DENOTE
STATISTICALLY BETTER, WORSE, AND INDISTINGUISHABLE PERFORMANCE RELATIVE TO S-SAC, RESPECTIVELY, ACCORDING TO THE TWO-SIDED
WILCOXON RANK-SUM TEST AT o = 0.05.

Problem GA PSO GA+ARSBX APSO ReEvo_GA POM RLDE_AFL  Q-Mamba ConfigX D-SAC S-SAC
BBOB FI 2.0975e+1 2.1706e+1 1.4558¢-4 3.6008e-1 1.1399¢-5 5.0171e-2 2.4301e-8 3.6206e-3 3.1625¢-4 26581e-24  6.2623e-26
— (434e-5) —  (1.08e+0) —  (1.23e-4) —  (5.56e-1) —  (9.84e-6) —  (3.01e-2) —  (133e-8) —  (4.79e-3) —  (3.46e-4) —  (7.84e-24) —  (3.00e-25)
BEOB F2 9.9793e+6 1.0004e+7 4.3338e-1 5.5226e+3 4.4621e-2 3.7056e+2 5.7164e-5 2.1558e+4 4.1561e-1 1.4388e-21  4.3533¢-21
— (1.56e-1) —  (2.52e+4) —  (3.76e-1) —  (146e+d) — (3.73e-2) —  (243e+2) —  (2.12e-5) —  (2.07e+d) —  (3.70e-1) —  (3.58e-21) +  (7.84e-21)
BEOB F3 1.8797e+2  2.6326e+2 8.0188e-2 1.8650e+1 3.9248¢-2 6.3761e+0 4.8155¢+0 7.8197e+0 1.2400e+1 3.5165¢-3 3.3167¢-3
- (2.19e¢2) —  (415e+1) —  (1.90e-1) —  (146e+1) —  (1.80e-1) —  (2.05e+0) —  (243e-1) —  (247e+0) —  (4.32e+0) —  (1.79¢2) —  (1.79-2)
BBOB Fi 1.8814e+2  2.9355e+2 4.2376e+0 1.7394e+1 2.8544e-1 1.2770e+1 4.8637e+0 7.6251e+0 1.6742e+1 4.3379-1 3.6975¢-1
- (340e-1) —  (3.95e+1) —  (449%-1) —  (137e+l) —  (439%-1) +  (1.59e+0) —  (497e-1) —  (2.16e+0) —  (4.6le+0) —  (6.09-1) —  (2.73e-1)
BBOB. FS 4.9082¢-7 8.2692¢+0 7.3154¢-7 0.0000e+0  0.0000e+0  0.0000e+0 1.6952¢+1 2.4163e+1 5.8363¢-2 0.0000e+0  0.0000e+0
— (7.04e-7) —  (6.79e+0) —  (1.92e-6) —  (0.00e+0) &~  (0.00e+0) &~  (0.00e+0) ~ (2.879¢+0) —  (1.08e+1) —  (2.52¢-2) —  (0.00e+0) ~  (0.00e+0)
BEOB F6 1.8172¢+4  3.5381e+4 1.2160e-2 1.0696¢+0 5.3967¢-3 3.1267e+0 2.0617¢-6 2.7858e-2 1.3867¢-2 4.3751e-9 1.2124e-6
- (1.85e+3) —  (1.33e+4) —  (645¢-3) —  (2.54e+0) —  (6.25¢-3) —  (52le-1) —  (3.8le-7) —  (279%-2) —  (1.56e2) —  (1.80e-8) +  (1.00e-6)
BEOB 7 1.9484e42  2.2172e+2 5.6374e-1 5.0660e+0 1.1281e+0 6.3311e-1 1.9259e-4 1.4997e-2 5.2631e-2 1.9794e-4 1.8024e-4
- (834e-3) —  (1.95e+1) —  (5.71e-1) —  (3.85e+0) —  (5.44e+0) —  (3.26e-1) —  (1.13e-d) —  (1.28e-2) —  (5.10e-2) —  (4.93e-3) —  (1.51e-3)
BEOB F8 22952e+3  2.8230e+3 5.6137e+0 2.1016e+1 6.4129¢+0 1.3008e+1 5.1576e+0 7.0345e+0  7.0268e+0 3.8207e+0  4.2282¢+0
- (9.97e-1) —  (1.34e+3) —  (2.54e40) —  (4.07e+1) —  (2.15e40) —  (25le+0) —  (2.59e-1) —  (1.49e+0) — (1.13e+0) —  (236e+0) +  (6.26e-1)
BBOB F9 1.5305¢+4 1.8087e+4 2.1720e+1 7.5670e+1 3.2465¢+1 2.2811e+1 5.1588¢+0 7.3421e+0  7.6067e+0 33317e+0  3.2102e+0
— (427e-2) —  (3.55e+3) —  (1.74e+l) —  (137e+l) —  (34de+l) —  (3.17e+0) —  (346e+0) —  (9.82e-1) —  (1.54e+0) —  (14le+0) ~  (1.68¢+0)
BROB Flo  A15lle+3  88397c+3 5.6345¢+3 8.3959e+3  6.1898¢+3  5.1625¢+3 4.1464e+2 6.8819e+2 1.1786¢+3 1.6569¢+3  1.5957e+3
— (2.63e+3) —  (O.11e+3) —  (473e+3) —  (9.30e+3) —  (5.00e+3) —  (4.06e+3) —  (2.8le+2) +  (5.10e+2) +  (6.00e+2) +  (1.37e+3) —  (1.58e+3)
+/— )~ 0/10/0 0/10/0 0/10/0 0/9/1 1/8/1 0/9/1 1/9/0 1/9/0 1/9/0 3/512 -

e RQ4: Can the learned configuration policies generalize to
unseen optimization problems?

A. Experimental Setup

Experiments are conducted on BBOB F1-F10 [22] and SOP
F1-F10 implemented in PIatEMO [10], with a population size
of 100 and a budget of 10,000 function evaluations. BBOB
problems are tested on D = 10 and D = 20, and all results are
averaged over 30 independent runs. SAC policies are trained
for 5,000 episodes in the main experiments and 1,000 episodes
in ablation studies. Since each training episode contains a
complete NeuroEA optimization run, the main training process
requires approximately 50 million function evaluations, while
each test case requires 300,000 evaluations (30 independent
runs).

The SAC actor and twin critics are implemented using two-
layer MLPs with 128 hidden units and ReL.U activations. The
learning rates of the actor, critics, and entropy temperature
are 3 x 10~4, with replay buffer size 10°. The batch size is
64 for dynamic configuration and 960 for static configuration.
Entropy regularization uses automatic tuning with initial co-
efficient 0.2 and target entropy —|A|. The discount factor and
target update coefficient are 0.99 and 0.005, respectively.

The baselines cover conventional EAs (GA and PSO), adap-
tive EAs (GA+ARSBX and APSO), an LLM-designed method
(ReEvo-GA), a pretrained optimizer (POM), and RL-based
configurators (RLDE-AFL, Q-Mamba, and ConfigX) [4], [5],
[11], [29]-[32], [37], [38].

Results are reported as the mean and standard deviation of
the final best objective value, where lower values indicate bet-
ter performance. For cross-problem comparisons, the methods
are ranked on each function according to their mean perfor-
mance. Overall differences are assessed using the Friedman
test, followed by Holm-corrected post-hoc comparisons with
S-SAC as the control method at o = 0.05.

B. Overall Performance Comparison

To answer RQI and RQ2, Tables I and II compare the
proposed methods with all baselines on BBOB and SOP at
D = 10, respectively, while Table III evaluates scalability
on BBOB at D = 20 using representative learning-based
configurators. S-SAC denotes static SAC-based configuration,
whereas D-SAC denotes dynamic SAC-based configuration.

On BBOB, S-SAC obtains the best average rank of 1.90,
followed by D-SAC with 2.30. The per-function Wilcoxon
comparisons show that D-SAC performs significantly better,
significantly worse, and statistically indistinguishably from S-
SAC on 3, 5, and 2 functions, respectively. On SOP, S-SAC
again achieves the best average rank of 1.70, followed by D-
SAC with 2.30, while D-SAC obtains 4 wins, 4 losses, and
2 statistically indistinguishable results relative to S-SAC. The
Friedman test rejects the null hypothesis of equal performance
on both BBOB (y% = 70.04, p = 4.36 x 10~'!) and SOP
(x% = T4.70, p = 5.44 x 107'?). Holm-corrected post-
hoc comparisons with S-SAC as the control show significant
improvements over six of the nine external baselines on both
suites, whereas the difference between S-SAC and D-SAC is
not significant.

At D = 20, either S-SAC or D-SAC achieves the best or
tied-best mean result on eight of the ten BBOB functions. D-
SAC is particularly competitive on F2 and F5-F8, whereas
S-SAC performs best on F1, F3, and F4 and ties with D-SAC
on F5. ConfigX leads on F9 and F10. These results answer
RQ1 by demonstrating the effectiveness and scalability of the
proposed framework. Regarding RQ2, S-SAC provides more
consistent performance across problems, while D-SAC is ad-
vantageous on functions where online adaptation is beneficial,
indicating complementary configuration behaviors.

C. Ablation Study

To answer RQ3, we compare the full SAC-based meth-
ods with random configuration, TD3-based configuration, re-



TABLE 11
RESULTS ON SOP PROBLEMS (D = 10), REPORTED AS MEAN (STANDARD DEVIATION); LOWER IS BETTER. THE SYMBOLS “+”, “-”, AND “X” DENOTE
STATISTICALLY BETTER, WORSE, AND INDISTINGUISHABLE PERFORMANCE RELATIVE TO S-SAC, RESPECTIVELY, ACCORDING TO THE TWO-SIDED
WILCOXON RANK-SUM TEST AT o = 0.05.

Problem GA PSO GA+ARSBX APSO ReEvo_GA POM RLDE_AFL  Q-Mamba ConfigX D-SAC S-SAC
SOP Fl 5.8061e-2 6.3815¢+1 4.5568¢-2 1.9753¢+2 3.4152¢-2 2.3075¢+1 1.0105¢-5 1.6652¢+4 1.0923e-1 2.8047¢-25  9.1484¢-24
- (321e2) —  (9.87e+l) —  (4.17e-2) —  (426e+2) —  (9.00e-3) —  (7.96e+0) —  (5.04e-6) —  (3.72e+3) —  (1.19e-1) —  (4.31e-25) +  (1.46e-24)
SOP F2 2.6804¢-2 1.8256¢+0 2.4332¢-2 1.5556¢+0 4.8054¢-1 1.2497¢+0 5.0703¢-4 2.3495¢+1 5.3478¢-2 1.0240e-21  6.1923¢-20
- (9.18e-3) —  (2.96e+0) —  (9.66e-3) —  (1.56e+0) —  (6.35e-2) —  (1.84e-1) —  (2.12e-4) —  (1.10e+]) —  (2.68¢2) —  (7.83e21) +  (3.26¢-20)
SOP F3 3.9189%+1 1.0713e+3 4.2277e+1 3.5522e+2 5.6609e-2 4.4100e+2 1.7069e-1 8.2473e+4  2.4686e+1 3.3841e-4 8.0337¢-3
- (3.05e+1) —  (120e+3) —  (3.8le+l) —  (6.13e+2) —  (1.96e2) —  (1.36e+2) —  (7.52e-2) —  (2.84e+d) — (1.6le+]) —  (1.13e-4) +  (4.53¢-3)
SOP F4 8.3878e-1 1.4833e+1 8.0054e-1 1.8904e+0 1.0812e-1 3.1976e+0 1.5241e-2 6.6240e+1 1.4263e+0 2.5750e-4 1.1411e-4
- (298e-1) —  (8.79%+0) —  (2.3%-1) —  (4.19e+0) —  (1.67e-2) —  (1.91e+0) —  (2.25¢-3) —  (6.77e+0) —  (4.56e-1) —  (1.82e-5) —  (2.25¢-5)
SOP F5 1.2016e+1 2.8429e+4 8.0558e+0 2.6100e+4 1.1221e+l 1.7215e+4  57257e+0  9.8408e+6 1.5495¢+1 1.7829¢+2  1.2853e+0
- (1.55e+1) —  (64le+d) —  (4.16e+0) —  (7.77e+d) —  (1.52e-1) —  (2.38e+4) —  (5.22e-1) —  (5.34e+6) —  (1.25e+1) —  (1.63e+l) —  (3.45e-1)
SOP F6 0.0000e+0  6.1400e+1 0.0000e+0 1.3310e+2  0.0000e+0  2.5332e+1 0.0000e+0 1.6535e+4  0.0000e+0 0.0000e+0  0.0000e+0
- (0.00e+0) &~  (1.03e+2) —  (0.00e+0) =~  (3.10e+2) —  (0.00e+0) ~ (3.16e+1) —  (0.00e+0) ~ (3.69e+3) —  (0.00e+0) ~  (0.00e+0) ~  (0.00e+0)
SOP F7 1.0076e-2 6.1080e-2 9.7745¢-3 8.6503e-2 4.3129¢-2 3.8222¢-2 6.7464¢-3 7.0962¢-3 1.3698¢-2 5.5735¢-3 2.4406e-4
- (477e3) —  (457e2) —  (3.5%-3) —  (1.40e-1) —  (1.86e2) —  (1.82e-2) —  (1.24e-3) —  (454e3) —  (3.07e3) —  (4.24e-4) —  (3.13¢-4)
SOP 8 -6.3448e+3  -4.3535e+3  -6.3645¢+3  -5.7568e+3  -1.5337e+3  -3.7106e+3  -2.3547e+3  -1.9629e+3  -4.1140e+3  -64342e+3  -6.4352e+3
- (1.14e42) —  (540e+2) —  (1.14e+2) —  (428e+2) —  (2.53e+2) —  (7.18e+1) —  (1.63e+2) — (244e+2) — (273e+2) — (3.69e+2) ~  (2.24e+3)
SOP F 5.7752e-2 2.7236¢+1 5.7577e-2 1.0559%+1 1.3333e+1 7.7433¢+0  52692e+0  6.2463e+1 1.4333e+1 1.9925¢-12  9.9120e-13
- (1.85e-1) —  (8.98e+0) —  (1.95e-1) —  (5.8le+0) — (3.17e+0) —  (1.64e+0) — (3.37e+0) —  (8.13e+0) — (3.31e+0) —  (4.32e-12) —  (5.56e-13)
SOP Fl0 9.7158¢-2 4.2872e+0 8.7896e-2 4.1603¢+0 2.2364e-1 5.6790e+0 1.1693¢-3 1.9338e+1 1.9020e-1 3.0457¢-9 3.3535¢-9
- (3.74e-2) —  (234e+0) —  (437e-2) —  (4.60e+0) —  (9.43e-2) —  (1.59e+0) — (3.0le-d) —  (454e-1) —  (2.16e-1) —  (1.02¢9) +  (5.19¢-9)
+/— )~ 0/9/1 0/10/0 0/9/1 0/10/0 0/9/1 0/10/0 0/9/1 0/10/0 0/9/1 44412 -
TABLE III

SCALABILITY RESULTS ON BBOB BENCHMARK PROBLEMS (D = 20). ONLY REPRESENTATIVE LEARNING-BASED CONFIGURATORS ARE REPORTED FOR
COMPACT COMPARISON. THE BEST MEAN RESULT ON EACH PROBLEM IS HIGHLIGHTED IN BOLD.
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stricted SAC variants, and GA-based parameter search. The
restricted static variant outputs all parameters at once, whereas
the restricted dynamic variant fixes the first generated con-
figuration throughout the run. SAC, TD3, and the restricted
variants are trained for 1,000 episodes. Figures 2 and 3 show
test and training convergence, respectively.

The full S-SAC and D-SAC methods generally achieve
faster median convergence and better final fitness than the
random, TD3-based, and restricted variants. In particular, the
comparison with the restricted static variant supports the
effectiveness of sequential parameter generation, while the
comparison with the restricted dynamic variant demonstrates
the benefit of adapting NeuroEA parameters during optimiza-
tion. Moreover, static SAC reaches high-quality configura-
tions using substantially fewer configuration evaluations than
GA-based search. This comparison demonstrates improved
configuration efficiency rather than universal superiority in
final solution quality. Together, these findings answer RQ3 by
showing that both the policy learner and the proposed static
and dynamic configuration designs contribute to performance.

Unlike conventional optimization algorithms that directly
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perform test-time optimization, RL-based configuration meth-
ods incur an additional offline training cost. However, this cost
produces reusable configuration policies that can be transferred
to unseen benchmark functions without retraining, as evaluated
in Section IV-D.

D. Generalization Analysis

To answer RQ4, S-SAC and D-SAC are trained only on
BBOB F1-F5 and evaluated on BBOB F1-F10 without fine-
tuning. Functions FI1-F5 and F6-F10 are treated as seen
and unseen problems, respectively, and methods are ranked
according to their final optimization performance.

Figure 4 shows that D-SAC obtains the best unseen av-
erage rank without rank degradation from seen to unseen
functions, whereas S-SAC remains competitive but exhibits
a larger rank increase. These results indicate that dynamic
configuration transfers more consistently across landscape
changes. A plausible explanation is that D-SAC conditions its
decisions on runtime statistics and population features, while
the fixed configuration produced by S-SAC is more sensitive
to differences between training and test landscapes. Thus, the
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Fig. 2. Test convergence of static and dynamic configuration on five benchmark problems. The top and bottom rows show static and dynamic methods,
respectively. Curves and shaded regions indicate the median and interquartile range over independent runs.
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Fig. 3. Training convergence of GA-based parameter search and static SAC configuration. GA uses 15,000 configuration evaluations, whereas SAC is
trained for 1,000 episodes. The horizontal axis shows configuration evaluations on a logarithmic scale, and higher — log;(fitness) values indicate better

configurations.

learned policies exhibit cross-function transfer, although robust
generalization remains an important challenge.

V. CONCLUSION

This paper presented a SAC-based configuration frame-
work for NeuroEA, formulating the parameter configura-
tion of trainable modular EAs as a reinforcement learning
problem. The proposed framework learns reusable policies
to generate NeuroEA parameters while leaving the actual
optimization process to NeuroEA. Both static and dynamic
configuration paradigms were investigated, corresponding to
pre-run fixed parameter generation and runtime parameter
adaptation, respectively. Experimental results on BBOB and
SOP benchmark problems show that the proposed methods

achieve competitive performance compared with representative
optimization and configuration baselines. The ablation and
generalization results further demonstrate the effectiveness of
policy-based configuration learning and indicate that static
and dynamic configurations have complementary advantages
across different problem landscapes. Future work will focus on
improving transferability, reducing training cost, and extending
the framework to broader trainable EA architectures. For re-
producibility, the source code and experimental configurations
will be released upon publication.

ACKNOWLEDGMENT

This work was supported in part by the National Natural
Science Foundation of China (No. 62302010).



equen-d

Unseen Best/Top-3

Seen Best/Top-3

o B ..
‘ov Rank change
Q T
Unseen avg. rank
+0.0 )
Seen avg. rank
0& : a 22
213 Hﬁ 5.0 4.8 3.2E 02 Middle
Ny ’
apl
-0.4
46 Worse
+0.0

e
Y
o3 © Better

5.6

11

«©°

1/2

Res,,o\ ca 950

Fig. 4. Generalization ranks on seen and unseen BBOB functions. Rank
Change is the unseen average rank minus the seen average rank; Lower unseen
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